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a b s t r a c t

This paper demonstrates the importance of proper model specification when analyzing
time-series count data in political communication studies. It is common for scholars of
media and politics to investigate counts of coverage of an issue as it evolves over time.
Many scholars rightly consider the issues of time dependence and dynamic causality to
be the most important when crafting a model. However, to ignore the count features of
the outcome variable overlooks an important feature of the data. This is particularly the
case when modeling data with a low number of counts. In this paper, we argue that the
Poisson autoregressive model (Brandt and Williams, 2001) accurately meets the needs of
many media studies. We replicate the analyses of Flemming et al. (1997), Peake and
Eshbaugh-Soha (2008), and Ura (2009) and demonstrate that models missing some of
the assumptions of the Poisson autoregressive model often yield invalid inferences. We
also demonstrate that the effect of any of these models can be illustrated dynamically with
estimates of uncertainty through a simulation procedure. The paper concludes with
implications of these findings for the practical researcher.

� 2013 Elsevier Inc. All rights reserved.

1. Introduction

Political communication scholars commonly study an outcome that is a count variable, such as the number of stories
printed on a subject in a given time frame (Flemming et al., 1997; Fogarty, 2005; Peake and Eshbaugh-Soha, 2008; Rhee,
1996; Sellers, 2000; Ura, 2009). Since the unit of analysis is a day, week, or month of coverage, these data often are time
dependent as well. Many studies of such data focus primarily on specifying a reasonable time series model as if these out-
comes were normally distributed, ignoring the count aspect of these data. Certainly, if we were limited to addressing only
one of these issues, time dependence is the more important, as it speaks to non-independence of observations and more
importantly the dynamic form of causality in time dependent data. (In other words, an input can have a consequence on
the outcome many time periods into the future.) However, substantial developments have been made in the creation of Pois-
son models for time dependent data (Brandt et al., 2000; Brandt and Williams, 2001; Blundell et al., 2002; Schwartz et al.,
1996), implying that models of media outcomes can handle both time ordering and the proper distribution for the outcome.1

In this paper, we illustrate how to apply time-series count models to media outcomes by replicating several important
studies in the field of political communication. In so doing, we accomplish two things: We show how several results change
under this new specification, and we illustrate how to interpret quantities in a count model for time series data. We begin
this paper by describing the background on research about media event counts. Second, we describe various approaches to
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modeling time series of event counts, including the Poisson autoregressive model and its properties. Next, we conduct three
replication analyses, describe how model-sensitive results are in each, and illustrate the best way to interpret these results.
The three replications revisit Flemming et al.’s (1997) analysis of news stories about church and state issues, Peake and
Eshbaugh-Soha’s (2008) study of television coverage of energy policy, and Ura’s (2009) study of newspaper coverage of
homosexuality. We conclude by discussing the implications of our results for the practical researcher.

2. Background on models of event counts in political communication

As with most social science research, the sophistication of political communication analysis has been increasing over the
past few decades. This includes an interest in modeling media count data over time. Instead of relying on descriptive mea-
sures alone, scholars are increasingly trying to systematically explain variations in coverage of political phenomena over
days, months, and years (Flemming et al., 1997; Fogarty, 2005; Peake and Eshbaugh-Soha, 2008; Ura, 2009). At the most ba-
sic level, researchers are counting the number of articles, paragraphs, or television stories devoted to a subject in news out-
lets and then performing some type of multivariate analysis to assess what factors explain patterns in coverage.

We argue that researchers could use more effective techniques to analyze media count data over time. Time-series media
count data are unique on several accords. Most obviously, models of count data rarely yield residuals that follow a normal
distribution, and many models assume that population disturbances are normally distributed. It is generally more accurate
to assume that count variables have a discrete distribution, such as the Poisson or negative binomial distribution, and model
the mean of this distribution conditional on the predictors.2 An even more important feature, though, is that these data are
time-dependent. Recall that a Poisson process emerges when events emerge one at a time following an exponential distribution.
One observation in a Poisson regression model offers the total number of events occurring in a set period. Further, independent
increments of time are assumed, such the that number of events in one time period is independent of the event count in the
other intervals (King, 1988, 839–841). This assumption is completely unfeasible for media count data, however, which can
be cyclical or seasonal. One example is how the press covers national political institutions in the U.S. such as the Supreme Court,
where coverage spikes during oral arguments and when decisions are handed down. More generally, a story printed today usu-
ally will have an effect on whether there is coverage tomorrow, the next day, or later. Exogenous events frequently dictate press
attention, but reporters look to the past to explain the present and make predictions about the future. Therefore, we cannot
model media count data as if stories are time independent.

There are two general ways most scholars treat media count data. One general strategy is for studies to ignore the dy-
namic element and pool the data, thus analyzing the observations as if they were cross-sectional (e.g., Barnhurst, 2003; Best,
2010; Bolsen, 2011; Farnsworth et al., 2010; Groeling and Kernell, 1998; Hayes and Guardino, 2010; Horvitz et al., 2008;
Kahn, 1995; Morris and Clawson, 2005; Nisbet et al., 2003; Nisbet and Huge, 2006; Peake, 2007; Ramos et al., 2007; Ridout
and Smith, 2008; Stack, 1990; Zaller and Chiu, 1996). In some of these studies, ignoring the time element is warranted as
there is not enough variation in explanatory variables over the time span (e.g., Farnsworth et al., 2010; Ridout and Smith,
2008). At other times, it is simply not the goal of researchers to examine the time dynamics of news coverage (e.g., Bolsen,
2011; Ridout and Smith, 2008). Further, in many studies time is simply not the unit of analysis. This would be the case in any
study treating events (such as Supreme Court decisions, prisoners’ executions, or signing statements) as the unit of analysis
with the next day’s print coverage as the outcome. Time dependence therefore is not a concern if time does not define the
unit of analysis. However, when time does define the unit of analysis, ignoring the time element diminishes our understand-
ing of how the media cover certain political topics. As with most institutions, the news media are not static organizations,
but instead reporting strategies evolve over time. Thus, explaining the media’s coverage patterns must account for time.

Some specific examples include Horvitz et al. (2008), who examine press attention to the president’s weekly radio address
in the New York Times, Boston Globe, Houston Chronicle, and Pittsburgh Post-Gazette from 1982 to 2005. Presidential radio ad-
dresses are important to understand, as past research has shown that these addresses can affect presidential approval, which
itself follows an autoregressive process (Baum and Kernell, 2001; Kriner, 2006). One of the dependent variables Horvitz et al.
(2008) analyze in their valuable study is the number of paragraphs devoted to the weekly address in the newspapers. The
authors ignore the time dependence of the coverage and simply pool coverage first by each president and then over the
entire time span. Their results would be more convincing if they had modeled the likely autoregressive properties of cover-
age of presidents’ weekly radio addresses; specifically, past addresses and coverage affecting current and future coverage. In
this way, the model would allow factors shaping coverage to have spillover effects into future weeks and would account for
non-independence of observations. In other important studies: Morris and Clawson (2005) examine coverage of Congress in
the New York Times and the CBS Evening News in the 1990s, but ignore time dynamics that likely help explain patterns of
coverage. Peake (2007) samples one day out of a week for five months in examining coverage of President Bush in 2006.
Due to this collection of coverage over discontinuous time points, Peake also does not model time.

The second general strategy is for studies to model the time dynamics of their data but ignore the fact that the outcome
variable is a media count (Barakso and Schaffner, 2006; Brown et al., 2001; Haider-Markel et al., 2006; Peake, 2007;
Schreiber, 2010; Sellers, 2000). For example, Rhee (1996), recognizing the autoregressive issues with media count variables,
uses the transfer function methodology (Box and Tiao, 1975; Box et al., 2008) to model the effect of polls on news coverage

2 However, the distribution of counts does resemble a normal distribution with sufficiently large counts (Forbes et al., 2011).
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during the 1992 presidential election. This approach ignores the distributional nature of counts and thus provides estimates
that are biased, inconsistent, and inefficient, according to past Monte Carlo analyses (King, 1988, 849–855; Brandt et al.,
2000, 830–833; Brandt and Williams, 2001, 172–174). There also is a group of studies that use transfer functions to assess
intervention effects of Supreme Court decisions on national news coverage of policy areas (Flemming et al., 1997, 1999; Ura,
2009). These studies model the effect of decisions on the volume of coverage by including the interventions and a noise
component for stochastic elements. Peake and Eshbaugh-Soha (2008) use a similar model for assessing the effect of major
presidential addresses on the volume of television coverage to different policy areas.

Sellers (2000) attempts to reconcile both the count-distribution and time-dependence issues by using negative binomial
regression to model daily news coverage of parties’ messages in Congress during consideration of the 1997 Supplemental
Appropriations bill. Sellers also models time, but only by lagging the dependent variable one day. It turns out that simply
including a lagged dependent variable in a count model is problematic because the model only works if the series grows
at an exponential rate and has no dynamics (Brandt et al., 2000, 824–825). Therefore, addressing all of the issues in time
series of media counts can be difficult.

Whether scholars are losing information by pooling time series data or are making an incorrect distributional assumption
to analyze media count data, our knowledge about press attention to politics could be improved with a model that makes
neither omission. In the next section, we discuss from a modeling point of view the advantages and disadvantages of com-
monly-employed models in the political communication literature. We also present developments in time-series count mod-
els, with a particular focus on the Poisson autoregressive model for analyzing dynamic media count dependent variables.

3. Approaches to modeling time-series count data

Within the literature on political communication, most of the empirical models take some approach that handles either
the count aspect of the data or the time series aspect. To illustrate how inferences and forecasts can differ among plausible
models, our paper refits several past models from this subfield using four models that are commonly used for analyzing
count data in political communication research. The first such model is transfer function analysis (Box and Tiao, 1975;
Box et al., 2008). This method deals with the dynamic flow of causality by filtering the error process from the series and then
modeling the dynamic effect of the input on the outcome. The main drawback of this approach is that it does not address that
the outcome variable is a count, but rather assumes that the disturbance terms of the model are distributed normally. The-
oretically, the normality assumption should be less of an issue when the average count is very large, as Bortkiewicz’s law of
rare events indicates that count models are especially appropriate for events that occur rarely (Cameron and Trivedi, 2013,
5–11). Nevertheless, this model should be problematic whenever the average count is small.

The second model is negative binomial regression (Cameron and Trivedi, 2005, 675–677). This model is desirable because
it assumes the outcome is a discrete count and even allows for overdispersion, or greater variance than a Poisson regression
model would imply. The major drawback to this model, though, is that it assumes the effect of the input on the outcome is
static and cannot continue to have effects in the future. If a dynamic model is truly accurate, then the functional form of the
input model is fundamentally wrong. Additionally, the potential solution of including a lagged dependent variable in the
model is problematic as the lagged count estimates a linear exponential growth rate (Brandt et al., 2000; Brandt and
Williams, 2001; Cameron and Trivedi, 2013). Since most political data, and particularly media coverage data, rarely (if ever)
demonstrate exponential growth, this model is not appropriate.

The third model is a distributed lag linear model estimated with ordinary least squares (OLS). Estimating an AR (p) model
with ordinary least squares is consistent (Hayashi, 2000, 393–394), and allows the input variables to have a dynamic impact
on the outcome through the inclusion of lagged values (Koyck, 1954). Therefore, this model is a simple way to incorporate an
AR(p) error process into the model and allow the input to have a dynamic effect through the various lags of the dependent
variable, albeit in a less precise way than the transfer function does. Much like the transfer function, this model is more likely
to get the functional form right than any static model, but it fails to account for the count aspect of the data. Again, then,
theory would suggest that this model is going to be most problematic when event counts are small and the assumption
of normality is particularly untrustworthy.

By a similar logic, a fourth commonly-employed model is a log-normal model, also called logged-lagged OLS. King
describes the specification of this model in detail, ultimately showing with Monte Carlo experiments that it is a bad choice
for modeling event count data (King, 1988, 846–849). In brief, this model simply takes the logarithm of the outcome variable
after adding a small constant to each count to prevent undefined logarithms.3 By including the lag of the logged outcome on
the right hand side, we can specify a distributed lag model that is similar to the traditional Koyck model. In contrast with the
Koyck model, the log transform changes the functional form of the model somewhat and has the benefit of not allowing a neg-
ative predicted count.

Although these four models are among the most common approaches used in practice, political communication research-
ers actually have a wide array of options by which to model dynamic count data. Cameron and Trivedi discuss six different
classes of count time series models, including integer-valued ARMA, autoregressive, serially correlated error, state space

3 In the log-normal distributed lag models we specify in this paper, we add 0.1 to every count because, in our observation, this appears to be the most
common constant added.
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models, hidden Markov, and discrete ARMA Cameron and Trivedi (2013, 267). Further, a host of variants exist within each
class of model. It should be noted that a pure Poisson process assumes event counts occur in disjoint intervals (Cameron and
Trivedi, 2013, 6). Time-dependent data violate this assumption, so these six classes of models all offer an improvement over
implicitly assuming that counts are independent. However, Cameron and Trivedi note that ‘‘at this stage it is not clear which,
if any, of the current models will become the dominant model for time series count data’’ Cameron and Trivedi (2013, 263).

As one example of a dynamic count model, Zeger and Qaqish (1988) propose an autoregressive model that simply in-
cludes the logarithm of the lagged count in the link function of a Poisson model. (As a slight adjustment, any lagged count
of zero is replaced with a small decimal less than one.) By modeling the Poisson parameter as
ltjt�1 ¼ exp x0tbþ q ln y�t�1

� �
¼ exp x0tb

� �
y�t�1

� �q, they capture a functional form that is similar to a log-normal model. How-
ever, the Zeger and Qaqish model makes a more accurate distributional assumption and estimates the model with a quasi-
likelihood method instead of least squares. Another example of a dynamic count model comes from Blundell et al. (2002),
who offer a ‘‘linear feedback model’’ that is similar to the Poisson autoregressive model and particularly focuses on panel
data. The linear feedback model, however, is estimated using a nonlinear generalized method of moments (GMM) estimator.
Overall, there is a broad basket of dynamic models for count data that are estimated using a variety of approaches—non-lin-
ear least squares, generalized method of moments, maximum likelihood, and Bayesian estimation (Cameron and Trivedi,
2013, 289).4

3.1. The Poisson autoregressive (PAR) model

In general, a researcher should estimate a model that makes fair assumptions about the data, so this discussion should
illustrate that the analyst of a time series of counts has a wide toolkit to draw from. In the remainder of this article, we focus
on the Poisson autoregressive (PAR) model that Brandt and Williams (2001) develop as a particularly attractive solution in
the study of political communication. We choose this model among the broad class of time-series count models because, in
our observation, media counts tend to be stationary, autoregressive, and a dynamic function of their inputs. All of these attri-
butes fit well with the PAR model’s assumptions.

The PAR model accounts for autoregression in the outcome, allows for a dynamic causal effect, imposes stationarity
restrictions, and assumes a count outcome that may be overdispersed. The model is called Poisson autoregressive because
it starts by assuming a Poisson distribution for the outcome; however, the model includes gamma-distributed random ef-
fects to allow for overdispersion, making the final distribution negative binomial. Therefore, the Poisson autoregressive mod-
el makes assumptions to address all of the attributes of time-dependent media count data.

More formally, the Poisson autoregressive model is a state space model in which the Poisson parameter is the state var-
iable.5 The model can be specified with the following three equations:

yt jmt � PðmtÞ ð1Þ

mt ¼
Xp

i¼1

qiYt�i þ 1�
Xp

i¼1

qi

 !
expðXtdÞ ð2Þ

mtjYt�1 � Gðrt�1mt�1;rt�1Þ; mt�1 > 0; rt�1 > 0 ð3Þ

In these equations yt is the count outcome at time t;mt is the Poisson parameter at time t; p is the number of autoregressive
lags, qi is the autoregressive parameter for lag i;Xt is a vector of covariates including a constant at time t; d is a vector of
regression parameters, and rt is a parameter that allows for overdispersion. Additional details can be found in Brandt
and Williams (2001, 166–169). As can be seen, the count parameter is a linear function of the lagged values of the outcome
and an exponential function of the covariates. Holding lagged values in their linear terms is sensible because including a
lagged count variable in an exponential function creates an exponential growth rate that does not allow for dynamics
(Brandt et al., 2000, 824–825). Of course, a lagged count variable only takes on nonnegative values, but the linear function
of covariates must be exponentiated to guarantee that the Poisson parameter only takes on positive values. Another feature
of the model is that the exponential of the linear function is weighted to have a smaller effect the larger the autoregressive
parameters are.

All of these features force the model to be stationary and prevent predicted values from trending. Coverage of topics in the
news tends to rise and fall as issues take turns on the public agenda; therefore, it is rare to have series of story counts that
trend. Further, analysts rarely study time series that aggregate media information in some persistent way (to our knowledge,
we have not seen such a study).6 Hence, if nearly all observed media count series are stationary in nature, a stationary model
should be used in the analysis. Given the appeal of the PAR model for studies of media, in this paper we replicate several studies
using this method in addition to the four commonly-employed models we mention earlier for comparison purposes.

4 As a particularly noteworthy example, Brandt and Sandler (2012) have extended the Poisson autoregressive model to allow for endogenous regressors in a
Bayesian Poisson vector autoregression model.

5 For an introduction to state space models for time series analysis, see Commandeur and Koopman (2007).
6 In the event that they did, the Poisson Exponentially Weighted Moving Average Model (PEWMA) would be a worthwhile alternative (Brandt et al., 2000).
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Besides the theoretical appeal of PAR for studying media counts in particular, Monte Carlo evidence indicates that PAR has
better properties than the other common estimators. Brandt and Williams demonstrate that when data are generated using
the dynamic process that PAR specifies, rival models such as Poisson regression, negative binomial regression, a lagged Pois-
son model, and logged-lagged OLS are all biased in recovering the long-run effects of a predictor (Brandt and Williams, 2001,
172–174). Only the PAR model successfully recovers the true result. Additionally, King observes that linear models do not
account for the bounded functional form, heteroscedasticity, and non-normal disturbances present in count data. As a con-
sequence, linear estimators can be biased for a wrong functional form, standard errors are inefficient, and test statistics are
biased (King, 1988, 845–846). Together, these Monte Carlo and analytic results imply that, for count data and a belief in a
dynamic functional form, the four common models we consider—transfer functions, negative binomial regression, distrib-
uted lag OLS, and logged-lagged OLS—are misleading readers whenever their results deviate from PAR.

3.2. Interpretation

With dynamic models, presenting coefficients in a table fails to develop the results fully. A table’s reported coefficient for
an input states the average effect, ceteris paribus, of an input on the outcome at the same time. By contrast, analysts have the
option to use tools such as illustrating the predicted values over time in a figure and reporting the long-run effects of a per-
manent input in order to offer a complete sense of how an input shapes an outcome over time. As another interpretive wrin-
kle, generalized linear models such as count models include a link function that makes the raw coefficients of the model
difficult to interpret on their own. (Specifically, unlike a linear regression model, the coefficients are no longer on the scale
of the outcome variable.) For both of these reasons, we show example figures of the dynamic effects of transient inputs on
the original scale of the dependent variable and long-run changes in the outcome in percentage terms.

On drawing dynamic forecasts, it also is possible to illustrate the level of uncertainty through the simulation technique
described in King et al. (2000) and extended into panel data analysis by Williams and Whitten (2012). Figs. 2–4 illustrate the
effect of the case of Lynch v. Donnelly on coverage of church and state issues, the impact of a Nixon speech on energy policy
coverage, and the effect of the case of Romer v. Evans on coverage of homosexuality, respectively. For each of these figures, we
report the dynamic forecasts for all five models fit to the data and include 90% confidence intervals of the predictions to illus-
trate the level of uncertainty for each model. For each of the five models we estimate—transfer function, negative binomial
regression, Koyck-style regression, log-normal regression, and PAR—we generate 1000 draws from the joint sampling distri-
bution of the coefficients. For each set of simulated values, we create predicted values of the outcome variable over time,
allowing only the designed treatment variable to change value at the appropriate time. By taking the fifth and ninety-fifth
percentiles of these 1000 predicted values, we thereby have a 90% confidence interval for our prediction at each wave.

Overall, then, our analyses offer a clear look at whether the results from several credible models differ substantially from
the Poisson autoregressive model, which makes the assumptions most believable for political communication studies. With
our estimates of the dynamic effect of our inputs, we are able to assess differences not only in statistical inference but also in
the nature of each model’s forecasts. With this plan in hand, we turn now to several replications of past models of time series
of event counts.

4. Replication analyses

In this section, we reanalyze Flemming et al.’s (1997) study of church and state coverage, Peake and Eshbaugh-Soha’s
(2008) study of energy policy coverage, and Ura’s (2009) study of national coverage of homosexuality. We choose these three
studies because they all have made significant contributions to the study of political communication, helping to establish the
substantial effect that presidential and Supreme Court actions have on the news media’s agenda. Further, these studies all
use transfer function analysis, meaning that the authors went out of their way to properly specify a dynamic functional form,
which should always serve as a first priority. Finally, by choosing these three examples, we analyze time series of event
counts that have very different statistical properties.

To illustrate some of these distinct properties, Fig. 1 shows a histogram of values from each of the three time series we
analyze: coverage of church and state issues (1947–1990), energy policy (1969–1983), and homosexuality (1990–2005). As
Fig. 1 shows, the three outcome variables we study have substantial differences in the mean and variance of number of sto-
ries per time point. Theoretically, then, ignoring the count aspect of these data and treating them as normally distributed
should pose more of a problem in some cases than in others. For example, the monthly count of Reader’s Guide stories on
church and state issues has a relatively small mean at 4.55. This average value is far below the rule of thumb that assuming
a normal distribution is reasonably safe when observations tend to be greater than 30 (King, 1988, 845). Further, 7.6% of
months studied had a story count of zero, indicating that a substantial number of observations are at the lower bound of
a count variable and making the normality assumption for model disturbances even more unrealistic. The skewed properties
and distinct lower bound at zero is visually apparent for the series of church and state coverage in Fig. 1(a).

In comparison, the average monthly count of energy policy stories on television news is 34.32. This average is more in line
with the rule of thumb that observations should generally be above 30 to assume normality, though there is still a substan-
tial number of observations that are quite small, with zero again falling in the range of this variable. Fig. 1(b) actually
illustrates how this series with a higher mean retains several non-normal qualities, with a strong positive skew and large
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frequency masses at low values. Finally, coverage of homosexuality in USA Today has the highest average count of the out-
comes we study at 46.26. Additionally, it has a much smaller standard deviation than energy policy (18.26 compared with
39.84) indicating that small values are generally less common. In fact, the minimum value of this series is 15, suggesting that
the lower bound of a count variable is not seriously tested. Indeed, Fig. 1(c) shows that this variable has the closest resem-
blance to a normal distribution (albeit with some right skew). The central limit theorem therefore would suggest that assum-
ing normal disturbances in models of these outcomes would pose the largest problem for the series on church and state and
the smallest problem for the series on homosexuality. By analyzing several series that have such different attributes, we
hope to illustrate whether the distributional assumption really becomes less important for higher counts. We therefore con-
sider these series in order from smallest average count to largest.

4.1. Coverage of church and state issues: reanalyzing Flemming et al. (1997)

Our first application is a replication of Flemming et al.’s (1997) study of the number of stories related to church and state
issues. In the original study, the authors demonstrate that three landmark Supreme Court decisions—McCollum v. Board of
Education in March 1948, Engel v. Vitale in June 1962, and Lynch v. Donnelly in March 1984—raised the overall level of cov-
erage of church and state issues. By studying the number of stories on the subject listed in the Reader’s Guide, the authors
analyze print media broadly, rather than stories from a single source or two. In their model, Flemming et al. (1997, Table 4)
treat the McCollum and Engel cases as a step inputs, meaning that the treatment is introduced in the month the case was
decided and remains in place for the remainder of the series. By contrast, the Lynch case was treated as a pulse input, where
the treatment is introduced in the month the case was decided but is subsequently removed from the remainder of the
series.

Table 1 shows the results from estimates of each of the five models being considered. The first column presents the results
of the transfer function model. This model uses the same methodology as Flemming et al. (1997, Table 4). There are two dif-
ferences between the original analysis and what we report in the first column. One is that Flemming et al. (1997) use a
logged outcome of the count, whereas we seek to model the count itself. The other is that we diagnose the series as having
a seasonal (12-month) autoregressive component, whereas they diagnosed it as first-order moving average.7 Despite these
changes, the transfer function model we report yields substantively similar findings to the original article. Hence, we conclude
that these results replicate well.

The second column of Table 1 presents the results of negative binomial regression. In contrast to the other four models
that are presented, this model assumes that the observations are independent and identically distributed. There is no dy-
namic functional form in this model, and each covariate only influences the outcome at the contemporaneous time point.
(In other words, the case of Lynch v. Donnelly in March 1984 only changes the predicted value of March 1984, whereas all
the other models would allow this speech to have some effect on the story counts in April, May, June, and so forth.) Alter-
natively, though, negative binomial regression does assume that the outcome is a count and allows for overdispersion (or a
conditional variance greater than the conditional mean), which contrasts from the transfer function, distributed lag, and log-
normal models. As the results show, the case of Engel v. Vitale has a discernible effect in this model, but not in the distributed
lag or log-normal models. Meanwhile, the case of McCollum v. Board of Education does not have a discernible effect in the
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Fig. 1. Histograms of series for church and state, energy, and homosexuality.

7 Grunwald et al. (2000) argue that the sample autocorrelation function can be used to diagnose non-Gaussian conditional linear autoregressive models, of
which the PAR model is a variety. Therefore, we based this modeling choice on our analysis of the autocorrelation function (ACF) of standardized residuals from
the negative binomial model, which showed that the correlation of various lags decayed exponentially, and the partial autocorrelation function (PACF), which
showed significant correlations at lags 1, 2, 3, 6, 8, 11, 12, and 24. This evidence fits the empirical signature for local and seasonal (monthly) autoregressive
processes. Hence, we fit AR (12) process with some coefficients held to zero (Enders, 2009, 68). A Q test showed no evidence of the filtered series being different
from white noise. Also, the AR (12) transfer function model’s AIC of 2626.4 is better than the MA (1) transfer function model’s AIC of 2751.54. Hence, we fit all of
these models assuming a seasonal-referenced error process, with a handful of coefficients constrained to zero. To force the zero constraints in the PAR model,
we had to adjust Patrick Brandt’s base code. We post the replication code to do this on our Dataverse.
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negative binomial model but does in the transfer function and log-normal models. These differences of inference beg the
question: Which model commits a Type I or Type II error—the model that misses the dynamic nature of time-dependent data
or the model that misses the distributional assumption?

The third column of Table 1 presents the results of a linear model with lagged dependent variables. As Koyck (1954) ob-
serves, this model is dynamic because each observation is a function of past observations, which were in turn a function of
past values of covariates. The effect of any input variable, then, decays at a rate consistent with the various autoregressive
parameters. While this is less flexible than a transfer function model, which separates the autoregressive error process from
the dynamic effect of an input variable and allows each input variable to have a unique decay term, the lagged model
nevertheless allows for dynamics of some sort. In this case, though, it turns out that the Koyck-oriented model does not find
a discernible result for the McCollum or Engel cases, whereas the transfer function does, suggesting that the functional form
matters in this case.

The fourth column presents the results of a log-normal distributed lag model. This model is similar to the distributed lag
linear model that follows the method of Koyck. However, by logging the outcome and the various lags of the input, this
model at least requires that predicted values must be greater than zero. Further, the presence of a log link function changes
the manner in which inputs dynamically decay.8 Under this functional form, only the McCollum case yielded a discernible
effect, while a null result was found for the other predictors.

Finally, the fifth column of Table 1 presents the results of a Poisson autoregressive model. This is the only model in this
table that both allows for a dynamic functional form and makes a reasonable assumption about the distribution of the
disturbances. As can be seen, the other models in the table find some results statistically significant that are not significant
in the Poisson autoregressive model and contain some null results that are significant in the Poisson autoregressive model. In
fact, each of the five models presented in Table 1 presents a different combination of positive and null results. Since the
transfer function, negative binomial, Koyck, and log-normal models all make some sort of false assumption about the data
(reiterated by regression diagnostics to be discussed), we have to suspect that the alternative models are committing errors
rather than the Poisson autoregressive model. Consider the contrast between the original paper’s transfer function model
and Poisson autoregression: Under the transfer function we found a discernible result for the case of Engel v. Vitale, whereas

Table 1
Supreme court decisions and Reader’s Guide stories on church and state issues, 1947–1990.

Parameter Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

McCollum v. Board of Ed. 3.0806⁄ 0.2311 1.8237 1.5828⁄ 0.8107⁄

(step input) (1.5578) (0.2384) (2.1123) (0.7501) (0.4884)
Engel v. Vitale 6.6354⁄ 0.3020⁄ 0.0960 �0.0073 �0.1010
(step input) (1.7674) (0.0753) (0.2859) (0.0985) (0.2244)
Lynch v. Donnelly 15.6927⁄ 1.6112⁄ 15.8249⁄ 1.2352 1.7906⁄

(initial effect, pulse input) (2.7104) (0.6643) (2.9947) (1.0513) (0.5886)
Lynch v. Donnelly 0.5833⁄ – – – –
(decay term, pulse input) (0.0951)
Constant �2.3906 1.0745⁄ �1.2379 �1.3223⁄ 0.6962

(2.5328) (0.2301) (2.1051) (0.7478) (0.6413)
q1 0.2057⁄ – 0.2740⁄ 0.1337⁄ 0.2230⁄

(0.0427) (0.0424) (0.0435) (0.0390)
q2 0.1383⁄ – 0.1105⁄ 0.1695⁄ 0.1227⁄

(0.0439) (0.0441) (0.0437) (0.0411)
q3 0.1069⁄ – 0.0707⁄ 0.0841⁄ 0.0799⁄

(0.0440) (0.0426) (0.0439) (0.0402)
q6 0.1340⁄ – 0.1135⁄ 0.0914⁄ 0.1122⁄

(0.0421) (0.0408) (0.0440) (0.0380)
q8 0.1301⁄ – 0.1035⁄ 0.0897⁄ 0.0941⁄

(0.0421) (0.0408) (0.0439) (0.0384)
q11 0.1061⁄ – 0.0920⁄ 0.1055⁄ 0.0706⁄

(0.0435) (0.0426) (0.0435) (0.0396)
q12 0.1236⁄ – 0.0908⁄ 0.0961⁄ 0.1064⁄

(0.0426) (0.0427) (0.0436) (0.0390)
h – 2.5030⁄ – – –

(0.2489)

Corr2½ŷ; y� 0.4772 0.0786 0.4427 0.3899 0.4224
Ljung-Box v2

16df 14.8997 1128.6970⁄ 14.7671 9.9816 10.1385
Jarque–Bera v2

2df 957.8459⁄ 713.5551⁄ 4015.1034⁄ 403.6612⁄ 3889.6422⁄

Notes: N = 528. Cell entries are parameter estimates. Standard errors in parentheses.
Estimates computed with R 3.0.0.
⁄ p < :05 (One-tailed test.).

8 As a specific example, for an AR (1) model, the model could be written as: lnðYtÞ ¼ q lnðYt�1Þ þ x0tbþ �t , where �t is a normally-distributed disturbance.
Under this model the predicted count of the outcome is: Yt ¼ Y q̂

t�1 exp x0tb̂
� �

.
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the PAR model observed a null result for this case. Meanwhile, the negative binomial, distributed lag, and log-normal models
all failed to yield one of the positive results that PAR reports, for either the McCollum case or Lynch case. With these partic-
ularly low counts, statistical theory indicates that the violation of the distributional assumption is particularly problematic.
Whether or not a model makes the right assumptions can shape statistical inference, and this time series of church and state
coverage shows that misspecified models can yield problematic inferences.

To compare the fit of these models, for each result, we show the squared correlation between predicted and fitted values,
R2

COR. For the linear models, this equals the multiple R2. Cameron and Trivedi recommend this as a fit index because it is on a
comparable scale for quite disparate models (which describes our case), though it does have the drawback that it can de-
crease as regressors are added (Cameron and Trivedi, 2013, 193). However, if R2

COR is substantially higher for one model, then
it definitely does a better job of explaining the data. It turns out that, as far as this fit index goes, PAR does not score highest,
but the four models with dynamic functional forms have similarly good fits. The negative binomial model, by contrast, per-
forms markedly worse than the other four in terms of fit.9 As a consequence, as far as forecasting goes, an analyst actually could
do as well or better than PAR by using linear dynamic models. PAR does offer the advantage of never predicting negative values,
and its performance in predictive error is comparably good, but some models do perform better.

While PAR may not score highest on this fit index, it does perform well, and regression diagnostics remind us why this
model is useful for statistical inference even if the forecasting case is more ambiguous. When computing a Ljung-Box test for
each model, we find that serial correlation is in the residuals for the negative binomial model, but there is not discernible
evidence of this in the other four models. Further, a Jarque–Bera test for each of the five models was discernible, leading
us to reject the notion that our residuals are normally distributed (Commandeur and Koopman, 2007, 93).10 Since statistical
inference relies on the assumption of normally-distributed disturbances in linear regression models (Gujarati and Porter, 2009,
100–102), the transfer function, distributed lag, and log-normal model have all failed an essential diagnostic for testing hypoth-
eses with these models. Hence, the Poisson autoregressive model is the only one of the five that does not fail a diagnostic related
to its assumptions, so statistical theory indicates that inferences from this model ought to be most valid.

Besides the benefits for hypothesis testing, Fig. 2 illustrates some predictive and functional form differences among the
models. This figure presents predictions from each of the five models over a twelve month period. The horizontal axis rep-
resents time in months, from January to December 1984. The vertical axis represents the predicted count in a given month
for each model. For each of the five models—Koyck-like linear model with several lagged dependent variables, negative bino-
mial model, log-normal model, transfer function model, and Poisson autoregressive model—a unique character is presented
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Fig. 2. Dynamic effect of Lynch v. Donnelly on Reader’s Guide stories on church and state issues with 90% confidence intervals. The pulse treatment occurs in
March 1984.

9 The root mean square error contains similar information to R2
COR , and indeed the relative fit for all models looks similar comparing RMSE.

10 For this test, we leave the residuals of the log-normal model on their logged scale, as logging the outcome to counterbalance skew is a key attraction of this
model.
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for the forecast based on the parameter estimates. A line is drawn around each prediction that forms the 90% confidence
interval of the predicted mean, based on simulations of possible parameter values from the estimated sampling distribution.
In this figure, the case of Lynch v. Donnelly is decided in March 1984, so how this case dynamically influences coverage of
church and state issues is illustrated with the predictions.

An immediate implication of Fig. 2 is that the predictions vary substantially across models. Again, Table 1 tells us that the
overall predictive fit is similar for all but the negative binomial model, and some models have smaller residuals than PAR.
However, the transfer function makes several negative predictions, which is out of the range of possible values for a count
outcome. Hence, the identity link assumption that a transfer function makes is proving particularly problematic for this ser-
ies with a small average count. In fact, this kind of mistake can actually drive up R2

COR because linear predictions of true zero
values can center around zero, with both positive or negative values. PAR, by contrast, can only predict nonnegative values,
thereby making fit relative to the raw data look worse. Second, the negative binomial model clearly poses a substantial prob-
lem because it only allows for a static effect. In other words, when Lynch is decided in March 1984, the negative binomial
model predicts a higher expected count in that month but then assumes that news coverage reverts to its original level in
April 1984. Such a static effect is highly unlikely given that coverage begets coverage. On a micro-scale, this illustrates
why the negative binomial model has the poorest fit. Third, the Koyck, log-normal, and transfer function models all have
large confidence intervals; some of which extend into negative counts. Hence, the researcher who uses any of these models
with an inaccurate distributional assumption will report a larger range of forecasting uncertainty that he or she would using
a PAR model.

Finally, yet another aspect of model interpretation is presented in Table 2. In the model of church and state coverage,
Lynch v. Donnelly is a pulse input, meaning that the effect of this treatment variable is transient and decaying. Whenever
a predictor is coded 0 at all time points, but 1 during the one time the treatment occurs, the treatment effect will spill over
into subsequent time points. In the long run, however, the treatment effect diminishes to nothing. With step inputs, how-
ever, the effect persists and even gains strength over time due to the dynamic structure. The cases of McCollum v. Board of
Education and Engel v. Vitale are coded 0 at all time points prior to the case and 1 during the month of the case and all sub-
sequent months. To capture the long-term impact of these cases, Table 2 presents the percentage change in the level of
church and state coverage between the pre-treatment level and the long-run post-treatment level. For the negative binomial
and log-normal models, the percentage change is a natural interpretation given that the outcome is modeled on its logged
scale. For the transfer function, distributed lag OLS, and PAR models, the long-run outcome had to be compared to the pre-
intervention fitted mean to get an expected percentage change.

As Table 2 shows, there is considerable variation in the percentage changes across these models. All five models would
forecast a long-term rise in coverage in response to the McCollum v. Board of Education case. The negative binomial would
only predict a 26% rise that is not statistically discernible, while both the transfer function and Poisson autoregressive mod-
els predict over a 100% increase long-term in the level of church and state coverage. The distributed-lag OLS model intrigu-
ingly predicts a much larger percentage increase, though this effect is not statistically discernible. As a particularly
outstanding value, the log-normal model predicts a massive rise in the level of church and state coverage: This appears
to be due to the fact that the model predicts less than half of a story per month on average prior to the introduction to this
first treatment, so the jump is huge in percentage terms. This serves as an illustration of the importance of making the proper
distributional assumption with small counts. Meanwhile, for the Engel v. Vitale case, the log-normal and PAR models predict a
small and indiscernible negative change in the outcome, while the distributed lag OLS model predicts a small and indiscern-
ible positive change in response to the case. The negative binomial model predicts a 35% rise in the outcome, and the transfer
function predicts a major jump of 128% in the level of coverage. Hence, responses in coverage to the various treatments
varies considerably based on the functional form of the model.

4.2. Coverage of energy policy: reanalyzing Peake and Eshbaugh-Soha (2008)

Our second replication reanalyzes Peake and Eshbaugh-Soha’s (2008) data on television news attention to energy policy
from 1969 to 1983. In this study, the authors were interested in the impact of presidential speeches (all as transient, pulse
inputs) on the level of television coverage of the energy issue and included other measures, such as presidential approval and
unemployment, as covariates in their model. In the original analysis, the authors used a transfer function model (Box and
Tiao, 1975; Box et al., 2008) to filter a first-order autoregressive noise model and allow dynamic inputs of the speech treat-
ments. Table 3 presents the results of the five models we described before: a transfer function model (which is a replication
of the original study), negative binomial regression, a Koyck distributed lag model, a log-normal model, and a Poisson

Table 2
Long-term percentage changes in church and state coverage.

Input Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

McCollum v. Board of Ed. 132.7274 26.0020 242.0717 97952.5963 101.6225
Engel v. Vitale 128.5175 35.2615 12.8237 �3.1125 �7.8393
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autoregressive model. Our analysis showed that the original paper’s first-order autoregressive process served to filter the
noise process, so all analyses except the negative binomial model adhered to this structure.11

Interpreting the findings of Table 3, the first column presents the results of the transfer function model. Since we diag-
nosed the series as first-order autoregressive, this model is a pure replication of the original model (Peake and Eshbaugh-
Soha, 2008, Table 2). The parameter estimates are similar to the original findings, though they are not an exact match. Fur-
ther, every hypothesis test results in the same conclusion. Hence, we conclude that these results replicate well, especially as
differences in parameter estimates could be due to differing optimization rules.

Comparing the estimated models of Table 3, the negative binomial model of the second column again is probably the
worst choice because it is the only model that does not allow for any sort of dynamic functional form. By contrast, the Koyck
and log-normal models allow for dynamic effects, although the decay terms are constrained to the autoregressive parame-
ters of q̂1 ¼ :7392 and q̂1 ¼ :5514, respectively. (Again, the log-normal model decays in accord with its unique functional
form.) The transfer function also presents the option to allow for decay terms of each input, though Peake and Eshbaugh-
Soha diagnosed that Nixon’s speech on energy in November 1973 was the only one requiring a decay term.

Contrasting the first four models to the Poisson autoregressive model of column five in Table 3, much like in the previous
example, several results that are discernible in the PAR model are not seen in other models, while several null findings in the
PAR model become statistically significant in others. In particular, consider the contrast between the original paper’s transfer

Table 3
Presidential speeches and monthly TV news stories on energy policy, 1969–1983.

Parameter Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

Nixon 11/73 162.8547⁄ 0.7223 171.6270⁄ 1.3944⁄ 2.9099⁄

(initial effect) (17.2777) (0.7520) (20.1485) (0.8394) (0.5615)
Nixon 11/73 0.6167⁄ – – – –
(decay term) (0.0139)
Ford 1/75 30.2612⁄ 0.2882 51.7022⁄ 0.5319 1.1855⁄

(14.0479) (0.7004) (17.7268) (0.7764) (0.2459)
Ford 5/75 �8.7277 �0.2276 7.0553 0.1652 0.7011⁄

(13.8265) (0.7080) (17.6193) (0.7716) (0.3291)
Carter 4/77 29.8458⁄ 0.9660 39.0195⁄ 0.9759 2.1101⁄

(13.7183) (0.7036) (17.7098) (0.7765) (0.2220)
Carter 11/77 �6.7220 0.5732 �10.7830 0.1812 �0.4189

(13.7182) (0.7025) (17.5918) (0.7717) (1.0659)
Carter 4/79 �18.5718 1.1415 28.6846 0.7060 1.3380⁄

(13.8913) (0.6949) (17.8306) (0.7755) (0.3097)
Arab oil embargo 26.5795⁄ 1.1409⁄ 10.5406 0.4720 �0.0129

(13.2552) (0.3501) (10.6129) (0.3986) (0.5337)
Iran hostage crisis �15.5151 0.0894 �2.5141 0.0269 �0.0295

(12.1570) (0.1975) (4.9116) (0.2153) (0.1731)
Price of oil 0.2736 �0.2766⁄ �1.1417 �0.1190⁄ �0.1766⁄

(0.9401) (0.0301) (0.8142) (0.0389) (0.0281)
Presidential approval �0.2769 �0.0321⁄ �0.1544 �0.0143⁄ �0.0295⁄

(0.2512) (0.0058) (0.1557) (0.0068) (0.0054)
Unemployment 0.0812 �0.0770⁄ �0.8866 �0.0319 �0.0933⁄

(3.1460) (0.0376) (0.9678) (0.0414) (0.0379)
Constant 35.2992 15.2993⁄ 62.1149⁄ 6.5241⁄ 11.6844⁄

(46.5444) (1.2910) (39.9682) (1.8040) (1.1947)
q1 0.7929⁄ – 0.7392⁄ 0.5514⁄ 0.7409⁄

(0.0478) (0.0511) (0.0682) (0.0236)
h – 2.1500⁄ – – –

(0.2419)

Corr2½ŷ; y� 0.8105 0.5539 0.8220 0.7867 0.8181
Ljung-Box v2

16df 11.7618 87.6465⁄ 19.8804 22.0027 19.1945
Jarque–Bera v2

2df 35.4264⁄ 60.4476⁄ 53.7647⁄ 351.8877⁄ 44.0758⁄

Notes: N = 180. Cell entries are parameter estimates. Standard errors in parentheses.
Estimates computed with R 3.0.0.
⁄ p < :05 (One-tailed test.).

11 Patrick Brandt developed an R program to estimate the Poisson autoregressive model, which he posted at http://www.utdallas.edu/pbrandt/code/pests.r.
Computationally, Brandt’s program optimizes the model using the Nelder-Mead algorithm to find good initial parameter estimates from the likelihood function
(Nelder and Mead, 1965), and then finds the final optimum with the Broyden–Fletcher–Goldfarb–Shanno (BFGS) method (Broyden, 1970; Fletcher, 1970;
Goldfarb, 1970; Shanno, 1970; Shanno and Kettler, 1970). However, for the Poisson autoregressive model reported in Table 3, Nelder-Mead converges to a
negative autoregressive parameter, which violates the functional specification of the model. Hence, this model is fit by using Poisson regression for starting
values and optimizing with L-BFGS-B, which allows us to constrain the autoregressive parameter between zero and one (Byrd et al., 1995). Again, the code for
our models is posted on our Dataverse, including the code that redefines the optimization function for this final model. All other results used the optimization
methods that Brandt implements.
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function model and Poisson autoregression. Under the transfer function we found null results for Ford’s speech in May 1975,
Carter’s speech in April 1979, the price of oil, presidential approval, and unemployment. All five of these inputs showed a
statistically discernible effect in the Poisson autoregressive model. By contrast, the transfer function model showed a posi-
tive and significant effect for the Arab oil embargo, but this effect disappeared under Poisson autoregression. Again, when
comparing fit, the negative binomial model fits substantially worse than the other four, which all had similarly good fit
scores. As far as forecasting goes, then, the dynamic models all perform similarly well, though for inferences the non-PAR
models are concerning.

While we would have thought, relative to the church and state series, that the distributional assumption would have
served as less of an issue with higher counts in this series, we still find substantial differences in the results of the various
models. Since there are still several observations that fall below the rule-of-thumb count of 30, and since assuming a count
distribution is still valid even with higher counts (King, 1988, 845), we therefore find the PAR results more trustworthy when
results from these five models conflict. In fact, past research using Monte Carlo analysis indicates that the PAR model often
does a better job of recovering true effects even for moderate-sized counts like these (Brandt and Williams, 2001,
172–174).12 In fact, Jarque–Bera tests reveal that the assumption of normality can be rejected for all five models. Again, only
the negative binomial model shows evidence of residual serial correlation on the Ljung-Box test. Therefore, the PAR model again
is the only model that does not fail a diagnostic relevant to its assumptions. Making the right assumptions for functional form,
serial correlation, and error distribution can shape statistical inference: Analysis of this time series of energy policy coverage,
the regression diagnostics, and past Monte Carlo findings all show that even with higher average counts deviation from the best
assumptions can lead to problematic inferences.

Beyond basic hypothesis testing, the models also yield differences in the dynamic effects of inputs. In Fig. 3, we interpret
the dynamic effect of Nixon’s speech in November 1973. We hold all other inputs equal by setting them to their October
1973 value throughout the projections. In this way, we can assess the impact of Nixon’s speech as if nothing else had chan-
ged. Substantively, since the Arab oil embargo began in October 1973, we assume it is on for the duration of the forecasts,
even though it ended in March 1974. In October 1973, the unemployment rate was 4.6%, Nixon’s approval rating was 30%,
and the cost of oil was $37.10 per barrel. These values are held constant throughout the forecasts. The horizontal axis
represents time in months, for the year starting in September 1973 and ending in August 1974. The vertical axis represents
the number of news stories in a given month.

Much like before, Fig. 3 shows a unique point for each model’s prediction of observed counts of TV news stories about
energy policy in a given month. A unique line segment presents the simulated 90% confidence interval for the predicted
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Fig. 3. Dynamic effect of Richard Nixon’s speech on TV news coverage of energy policy. The pulse treatment occurs in November 1973. Scatterpoints
represent actual counts of stories from September 1973 to August 1974.

12 Brandt and Williams’s (2001) simulations set the intercept of the data generating process at 20 and the slope parameter of the input variable at 0.5, putting
the simulated counts at a similar level relative to this series.
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counts from the Koyck, negative binomial, log-normal, transfer function, and Poisson autoregressive models. Again, the neg-
ative binomial model behaves the least sensibly, with a bump in the month of November that immediately falls away. The
predictions of the other four models are all similar, which is appropriate since they each had similar fit indices. Also, no con-
fidence intervals cross the value of zero, perhaps because of the higher running mean. However, the negative binomial and
log-normal models have confidence intervals that are so huge as to make the model essentially meaningless.

Table 4 offers the long-run effects impact on TV news coverage of energy policy from all of the predictors other than the
presidential speech interventions. The presidential speeches were all treated as pulse interventions, while the Arab oil em-
bargo and Iran hostage crisis were each coded 1 as long as the event was ongoing and 0 otherwise. Hence, for these two
terms, the long-run effect shows the maximal cumulative effect that could have emerged if the event had lasted longer, com-
pared with the pre-intervention predicted level of coverage. Meanwhile, the price of oil, presidential approval, and the
unemployment rate are all continuous predictors. For continuous predictors, the long-run effect shows the expected change
in energy policy coverage if the input permanently increased by one unit, compared with the average predicted value of the
outcome at the mean of all predictors. On the one hand, the effect of presidential approval shows a similar magnitude across
models for a percentage point increase in approval, with responses ranging from a 0.8% drop in energy coverage in the trans-
fer function to a 3.16% drop in the negative binomial model. By contrast, the estimated effect for the Arab oil embargo ranges
from a 0.25% drop in the PAR model to a massive 213% increase in the negative binomial model. Again, the interpretation
depends heavily on the model specification, which strongly suggests that a model with proper assumptions is essential.

4.3. Coverage of homosexuality: Reanalyzing Ura (2009)

Our third and final application reanalyzes Ura’s (2009) data on USA Today’s coverage of homosexuality. Ura’s original
analysis focused on how Supreme Court decisions about gay rights affected the number of news stories about the topic.13

Ura’s study thus builds on a growing literature on the effect the Supreme Court has on the media agenda (e.g., Haider-Markel

Table 5
Supreme court decisions and USA Today coverage of homosexuality, 1990–2005.

Parameter Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

Romer v. Evans 19.1603⁄ 0.4996 22.9674⁄ 0.4232 1.2235⁄

(pulse, initial effect) (11.4794) (0.3645) (13.2616) (0.2751) (0.3102)
Romer v. Evans 0.7035⁄ – – – –
(decay term) (0.2785)
Lawrence v. Texas 24.2501 0.0779 1.8021 0.0488 0.3215⁄

(step, initial effect) (16.0614) (0.0732) (2.5820) (0.0537) (0.1215)
Lawrence v. Texas �0.2310 – – – –
(decay term) (1.8675)
Constant 43.7661⁄ 3.8179⁄ 8.8704⁄ 0.7714⁄ 3.7580⁄

(6.6280) (0.0297) (2.9829) (0.2266) (0.0585)
q1 0.3276⁄ – 0.3438⁄ 0.3865⁄ 0.3605⁄

(0.0706) (0.0717) (0.0725) (0.0402)
q2 0.2625⁄ – 0.2414⁄ 0.2440⁄ 0.2297⁄

(0.1017) (0.0733) (0.0751) (0.0394)
q3 0.2585⁄ – 0.2162⁄ 0.1624⁄ 0.1993⁄

(0.0744) (0.0711) (0.0706) (0.0385)
h – 8.4275⁄ – – –

(1.0035)

Corr2½ŷ; y� 0.5132 0.0180 0.4985 0.4896 0.4973
Ljung-Box v2

16df 11.4920 509.3146⁄ 13.1768 15.0594 13.2052
Jarque–Bera v2

2df 89.6621⁄ 101.8574⁄ 93.3064⁄ 6.4955⁄ 93.5860⁄

Notes: N = 192. Cell entries are parameter estimates. Standard errors in parentheses.
Estimates computed with R 3.0.0.
⁄ p < :05 (One-tailed test.).

Table 4
Long-term percentage changes in energy policy coverage.

Input Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

Arab oil embargo 78.0033 212.9440 58.0441 186.3758 -0.2571
Iran hostage crisis �30.9568 9.3560 �13.8445 6.1295 �1.3536
Price of oil 0.7972 �24.1636 �12.7570 �23.2949 �12.9590
Presidential approval �0.8069 �3.1573 �1.7249 �3.1468 �2.1627
Unemployment 0.2366 �7.4122 �9.9060 �6.8734 �6.8495

13 We adjust Ura’s data from a daily average of coverage per month to monthly totals over the time span. This adjustment makes the data more intuitive for
understanding patterns of press attention to homosexuality. Our diagnosis of the properties of the time series remains the same using either metric.
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et al., 2006). Table 5 presents the five previously described models—transfer function, negative binomial, distributed lag, log-
normal, and Poisson autoregressive—fit to Ura’s data.14

As Table 5 shows, the inferences a researcher draws can depend on which method is used. Ura (2009, Table 3) reports the
results of a transfer function analysis and shows that the pulse intervention of Romer v. Evans significantly raised the level of
coverage of homosexuality in USA Today. This effect remains in place for the Poisson autoregressive model, which correctly
accounts for all aspects of these data. The effect also stays intact for a distributed-lag linear model. However, using the trans-
fer function method Ura uses, we do not draw the same inference that was reported after adjusting the noise model to fit our
diagnosis of a third-order autoregressive series. Further, the negative binomial and log-normal models also failed to observe
an effect of Romer v. Evans.

Similarly, Ura (2009) observed that a step intervention for the case of Lawrence v. Texas significantly raised coverage. Our
use of the transfer function methodology captures a substantively similar result this time, despite the use of an AR (3) noise
model. More importantly, we draw a similar conclusion using the Poisson autoregressive model, which makes all of the cor-
rect assumptions. However, the negative binomial, linear distributed lag, and log-normal distributed lag models failed to
yield the same conclusion as Poisson autoregression.

The implications of the results in Table 5 are clear: Ignoring an assumption about the nature of the outcome variable or
the functional form of time-dependent causality can affect inferences. Whereas Poisson autoregression reported a positive,
significant, dynamic effect for both cases under consideration, no other method yielded the same conclusions. Although the
PAR model gives the same results as Ura’s paper, the fact that Ura’s results are not robust to a new, potentially more accurate
representation of the error structure suggests that transfer functions alone are inadequate for count data. To obtain differing
results in this replication is particularly intriguing because the monthly counts in this series are higher than in the other two
replicated analyses. Again, though, assuming that a true count distribution such as the Poisson holds true is always safer for
count outcomes, even with larger counts (King, 1988, 845). Also, once again Jarque–Bera tests show that the residuals for all
five models are non-normal, and the residuals for the negative binomial model are serially correlated. Just as before, only the
PAR model makes fair assumptions given the regression diagnostics. Therefore, these results suggest that even for series of
large event counts, researchers should tread carefully before assuming normality.

Fig. 4 reveals even more about the results, presenting the predicted counts of USA Today stories over time. Along the hor-
izontal axis are months from March 1996 to February 1997. The vertical axis represents the predicted count at a particular
time point. At each time point, there are predicted counts for five models: a Koyck-style model with three lagged terms, a
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Fig. 4. Dynamic effect of Romer v. Evans on USA Today coverage of homosexuality with 90% confidence intervals. The pulse treatment occurs in May 1996.

14 Ura (2009) uses the transfer function technology. However, that paper diagnoses the series as an ARMA (1,1). In our reanalysis, we observe a decaying ACF
and three significant spikes on the PACF, suggesting an AR (3) is a better diagnosis (Enders, 2009, 68). A Q test showed no evidence of filtered series being
different from white noise. Also, the AR (3) transfer function model’s AIC of 1539.25 is slightly better than the ARMA (1,1) transfer function model’s AIC of
1540.35. Hence, we fit all of these models assuming an AR (3) error process.
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negative binomial model, a log-normal model, a transfer function, and Poisson autoregression. The forecast based on the
point estimates from each model is presented as a point. The 90% confidence interval of each prediction, taken from our sim-
ulation-based approach, is presented as a line around the point estimate. Fig. 4 serves to illustrate the dynamic impact of
Romer v. Evans as constructed from each of the five models. The intervention occurs in May 1996, and because the case of
Lawrence v. Texas did not occur until June 2003, the predicted values prior to May are based strictly on the constant term.

The limitations of several models become clear from Fig. 4. First, in the negative binomial model, the predicted count
changes in the month of May 1996, but then the forecasts revert to their previous values. Undoubtedly, this is not the true
nature of the treatment, as we would expect coverage to continue to respond to the decision of Romer v. Evans months after it
transpired. As a static model, though, negative binomial regression cannot capture such a dynamic.

By contrast, the Koyck-style lagged dependent variable model, the log-normal model, the transfer function method that
Ura (2009) used, and the Poisson autoregressive model each capture dynamics and remain stationary. Interestingly, though,
the confidence intervals for the transfer function become excessively wide. This is because the confidence interval for the
transfer function’s decay term includes 1.15 Were this plausible value to be true, the predicted values could grow unchecked,
and the number of stories about homosexuality would be expected to trend upward for the duration of the series. By contrast,
the Poisson autoregressive model includes stationarity restrictions, preventing the results from predicting an unchecked trend.
In fact, of all models that allow for a dynamic functional form, the PAR model consistently has the narrowest confidence inter-
vals. In all, Fig. 4 shows that accounting for time and forcing a model to be stationary are important factors in analyzing time-
series event counts.

Table 6 shows the long-term effects of Lawrence v. Texas, which is the only step input in the model of coverage of homo-
sexuality. The negative binomial model projects an 8% rise in coverage after the court case was enacted. Meanwhile, the PAR
model predicts a 66% long-term increase, and the transfer function predicts a 71% long-term increase. Hence, even for a ser-
ies with a large average count, the expected forecasts can differ markedly.

5. Implications for the practical researcher

Political communication scholars over the past decade have enhanced our understanding of the press and politics by aug-
menting qualitative and cross-sectional studies with time-series studies of media coverage of political phenomena. By add-
ing macro-level explanations of press attention to politics and government to micro-level explanations, the richness of
political communication theories grows. In studies where time defines the unit of analysis, scholars have rightfully begun
to incorporate time-series analyses of the news media, which is welcoming. When analyzing time series event counts,
though, we believe that even better statistical techniques can be implemented in these studies.

In this paper, we demonstrate a preferred method of analyzing time-series count data in political communication studies.
As noted, the Poisson autoregressive model provides an improvement in modeling media count data by accounting for a
time-dependent error process, allowing for a dynamic causal effect, imposing stationarity restrictions, and assuming a count
outcome that may be overdispersed. The features of the PAR model make it particularly well-suited for understanding press
attention to political phenomena over time. As our fit indices show, the PAR model does not definitively win over the other
models in terms of forecasting. However, our regression diagnostics show that it is the only model that makes reasonable
assumptions to allow researchers to draw accurate inferences.

Certainly, not all inferences on time-series event counts are sensitive to the model specification. Besides the work we
present here, we also replicated Flemming et al.’s (1997) analysis of free speech and censorship issues and found similar re-
sults regardless of the model choice. Also, in addition to Ura’s study of USA Today coverage, it should be noted that a reanal-
ysis of the Ura’s data on New York Times coverage of homosexuality yielded substantively similar results to what Ura found,
and these results were robust across modeling strategies (Ura, 2009, Table 2). Hence, not every substantive result will change
with the more accurate model. However, the observation that some findings will change raises concerns for misspecified
models. Again, differing inferences emerged in all three of the analyses we present here, with some models finding null re-
sults when PAR found a positive result and others finding discernible effects when PAR did not. Coupled with the Monte Car-
lo findings in past work that the alternative models often lead to inaccurate inferences (Brandt and Williams, 2001, 174), all
of this raises the specter of more numerous Type I and Type II errors when estimating a model that makes unfair assump-
tions. In fact, a full summary of past analytic and Monte Carlo research that shows the biased properties of many models of
event counts with dynamic (and sometimes even static) functional forms is presented in Brandt and Sandler (2012, Table 1).

Table 6
Long-term percentage changes in coverage of homosexuality.

Input Transfer function Negative binomial Distributed lag (OLS) Log-normal model Poisson autoregressive

Lawrence v. Texas 70.9309 8.1028 17.1106 26.5950 66.4396

15 For a model to be stable, it must be the case that the absolute value of the decay term is less than 1 ðjdj < 1Þ. Otherwise, the effect of the input could cause
expected values to become arbitrarily large and non-finite (Box et al., 2008, 448).
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Practically speaking, then, how might the applied scholar of political communication address all of the issues of time-ser-
ies event count data? As has been mentioned, although we find the PAR model intuitive for media counts, there is a wide
range of methods for estimating time-series count models. Any of these models is likely to make fairer assumptions than
to either ignore dynamics or wrongfully assume a normal distribution. Further, it turns-out an array of software has been
created to make the use of these models easier. For example, the method developed by Schwartz et al. (1996), which includes
a weighted moving average of the outcome in the model instead of lagged values of the dependent variable, can be imple-
mented in Stata by simply installing the arpois macro. Fogarty (2005), for example, uses the Schwartz et al. (1996) model to
explain variation in press attention to the economy over time. Alternatively, the Poisson autoregressive model developed by
Brandt and Williams (2001) and the Poisson exponentially weighted moving-average model developed by Brandt et al.
(2000) are easily implemented through the code Patrick Brandt has made publicly available at http://www.utdallas.edu/
pbrandt/code/pests.r. Finally, we have posted code for applying the Poisson autoregressive model and generating figures
for interpretation (along with a guide to these programs) on our Dataverse that researchers could use as applied examples.

Scholars of political communication have dedicated substantial attention to accurate modeling of phenomena in the
press. In this article, we hope to have demonstrated that whenever the outcome of interest is a time series of media counts,
properly accounting for all the difficulties of the data is essential to drawing proper inferences. In these cases, it is unreason-
able to assume that disturbances have a normal distribution. Further, media counts are shaped not by a static functional
form, but by a dynamic flow from the inputs. The Poisson autoregressive model is one technique that addresses all of these
issues, whereas the other four methods we apply in this paper overlook at least one issue, at the expense of accurate
conclusions.
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